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I SAEs Decompose Entangled Embeddings for Precise Interventicn I SEM Disentangles Bias from Content
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IVision-Language Models are Biased
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Spurious correlations and social biases are inherited from
web-scale training data and affect tasks like text-to-image
retrieval and zero-shot classification.
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Standard methods operate directly on the
dense, entangled CLIP embedding space.
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Unlike Orth-Proj which disrupts the
underlying data structure, SEM
cleanly unifies clusters to neutralize
bias (BN) while preserving the
original content (CP).

SEM maps the embedding
iInto a sparse, disentangled latent space via an SAE.
This enables a precise intervention on specific features.

I Existing Debiasing Methods are Flawed

Cost per New Task / Bias

Training-based Training-based

Labeled
Data Post-hoc
Zero-shot

Method CP (1) BN (1)

Orth-Proj 0.415 0.916
SEM, (Ours) 0.878 0.974

e Training-based methods
require heavy compute and
hew annotations for every
new task or bias.

I SEM Scores SAE Neurons to Modulate SAE Activations at Test-Time

Compute Post-hoc

Zero-shot

1. Scoring SAE Neurons
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